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Topics: sequence to sequence (Seq2Seq) learning
• View of RNN unrolled through time
‣ example: w = [“ An ”, “ RNN ”, “ example ”, “ . ” ] (T = 4) 

Capturing long-term dependencies is crucial
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MEMORY AND ATTENTION
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Topics: memory and attention
• Departs from the RNN representation of x using 2 concepts

1. Represent input x as a structured memory matrix instead of 
a single vector

2. When predicting each output wt, attend to most relevant 
location in memory



Topics: Seq2Seq with memory and attention
• View of RNN with memory/attention unrolled through time
‣ example: w = [“ An ”, “ RNN ”, “ example ”, “ . ” ] (T = 4) 
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Topics: Seq2Seq with memory and attention
• View of RNN with memory/attention unrolled through time
‣ example: w = [“ An ”, “ RNN ”, “ example ”, “ . ” ] (T = 4) 
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MEMORY
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Topics: memory
• Memory is just a list of vectors {m1, … , mTx}
‣ by stacking each as a row vector, can be thought of as a matrix

•Vectors mk can be arbitrarily complex
‣ can be the word representations (mk  = C(xk))

‣ can be the concatenated hidden layers of a bidirectional LSTM
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• Memory is just a list of vectors {m1, … , mTx}
‣ by stacking each as a row vector, can be thought of as a matrix

•Vectors mk can be arbitrarily complex
‣ can be the word representations (mk  = C(xk))

‣ can be the concatenated hidden layers of a bidirectional LSTM



Topics: attention
• The attention mechanism:
‣ uses the concatenation C(wt) of ht and as a query 

‣ compares the query with all memory vectors mk

‣ returns a read vector at from the memory

• A popular form for the attention module is one that
‣ computes attention (addressing) weights        :  
 
 
 
where s could be a small neural network or s(m,q) = mT U q 

‣ returns the weighted average of memory vectors                      

ATTENTION
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Topics: attention
• In (neural) machine translation, the attention  

learns an alignment model between the 
source sentence x and the target sentence w

ATTENTION
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Figure 3: Four sample alignments found by RNNsearch-50. The x-axis and y-axis of each plot
correspond to the words in the source sentence (English) and the generated translation (French),
respectively. Each pixel shows the weight ↵

ij

of the annotation of the j-th source word for the i-th
target word (see Eq. (6)), in grayscale (0: black, 1: white). (a) an arbitrary sentence. (b–d) three
randomly selected samples among the sentences without any unknown words and of length between
10 and 20 words from the test set.

One of the motivations behind the proposed approach was the use of a fixed-length context vector
in the basic encoder–decoder approach. We conjectured that this limitation may make the basic
encoder–decoder approach to underperform with long sentences. In Fig. 2, we see that the perfor-
mance of RNNencdec dramatically drops as the length of the sentences increases. On the other hand,
both RNNsearch-30 and RNNsearch-50 are more robust to the length of the sentences. RNNsearch-
50, especially, shows no performance deterioration even with sentences of length 50 or more. This
superiority of the proposed model over the basic encoder–decoder is further confirmed by the fact
that the RNNsearch-30 even outperforms RNNencdec-50 (see Table 1).
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For more details, see: 

Neural Machine Translation by Jointly  
Learning to Align and Translate

Bahdanau, Cho and Bengio, ICLR 2015

… and many more papers!
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bAbi Tasks: Inspired by desire to go 
beyond classification, probe deeper into 
language understanding and reasoning.
• Each task checks one skill that a reasoning 

system should have.
• Systems should be able to solve all tasks: no 

task specific engineering.
• Small training set: 1000 questions / task.

BABI TASKS
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TOWARDS AI-COMPLETE QUESTION ANSWERING A 
SET OF PREREQUISITE TOY TASKS.  Weston et al. (2015)
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Table 1: Sample statements and questions from tasks 1 to 10.

Task 1: Single Supporting Fact Task 2: Two Supporting Facts
Mary went to the bathroom. John is in the playground.
John moved to the hallway. John picked up the football.
Mary travelled to the office. Bob went to the kitchen.
Where is Mary? A:office Where is the football? A:playground

Task 3: Three Supporting Facts Task 4: Two Argument Relations
John picked up the apple. The office is north of the bedroom.
John went to the office. The bedroom is north of the bathroom.
John went to the kitchen. The kitchen is west of the garden.
John dropped the apple. What is north of the bedroom? A: office
Where was the apple before the kitchen? A:office What is the bedroom north of? A: bathroom

Task 5: Three Argument Relations Task 6: Yes/No Questions
Mary gave the cake to Fred. John moved to the playground.
Fred gave the cake to Bill. Daniel went to the bathroom.
Jeff was given the milk by Bill. John went back to the hallway.
Who gave the cake to Fred? A: Mary Is John in the playground? A:no
Who did Fred give the cake to? A: Bill Is Daniel in the bathroom? A:yes

Task 7: Counting Task 8: Lists/Sets
Daniel picked up the football. Daniel picks up the football.
Daniel dropped the football. Daniel drops the newspaper.
Daniel got the milk. Daniel picks up the milk.
Daniel took the apple. John took the apple.
How many objects is Daniel holding? A: two What is Daniel holding? milk, football

Task 9: Simple Negation Task 10: Indefinite Knowledge
Sandra travelled to the office. John is either in the classroom or the playground.
Fred is no longer in the office. Sandra is in the garden.
Is Fred in the office? A:no Is John in the classroom? A:maybe
Is Sandra in the office? A:yes Is John in the office? A:no

Simple Negation and Indefinite Knowledge Tasks 9 and 10 test slightly more complex natural
language constructs. Task 9 tests one of the simplest forms of negation, that of supporting facts that
imply a statement is false e.g. “Fred is no longer in the office” rather than “Fred travelled to the
office”. (In this case, task 6 (yes/no questions) is a prerequisite to the task.) Task 10 tests if we
can model statements that describe possibilities rather than certainties, e.g. “John is either in the
classroom or the playground.”, where in that case the answer is “maybe” to the question “Is John
in the classroom?”.

Basic Coreference, Conjunctions and Compound Coreference Task 11 tests the simplest type
of coreference, that of detecting the nearest referent, e.g. “Daniel was in the kitchen. Then he went
to the studio.”. Real-world data typically addresses this as a labeling problem and studies more
sophisticated phenomena (Soon et al., 2001), whereas we evaluate it as in all our other tasks as a
question answering problem. Task 12 (conjunctions) tests referring to multiple subjects in a single
statement, e.g. “Mary and Jeff went to the kitchen.”. Task 13 tests coreference in the case where
the pronoun can refer to multiple actors, e.g. “Daniel and Sandra journeyed to the office. Then they
went to the garden”.

Time Reasoning While our tasks so far have included time implicitly in the order of the state-
ments, task 14 tests understanding the use of time expressions within the statements, e.g. “In the
afternoon Julie went to the park. Yesterday Julie was at school.”, followed by questions about the
order of events such as “Where was Julie before the park?”. Real-world datasets address the task of
evaluating time expressions typically as a labeling, rather than a QA task, see e.g. UzZaman et al.
(2012).

Basic Deduction and Induction Task 15 tests basic deduction via inheritance of properties, e.g.
“Sheep are afraid of wolves. Gertrude is a sheep. What is Gertrude afraid of?”. Task 16 similarly
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20 Tasks: Examples from each of the bAbI tasks

Under review as a conference paper at ICLR 2016

Table 2: Sample statements and questions from tasks 11 to 20.

Task 11: Basic Coreference Task 12: Conjunction
Daniel was in the kitchen. Mary and Jeff went to the kitchen.
Then he went to the studio. Then Jeff went to the park.
Sandra was in the office. Where is Mary? A: kitchen
Where is Daniel? A:studio Where is Jeff? A: park

Task 13: Compound Coreference Task 14: Time Reasoning
Daniel and Sandra journeyed to the office. In the afternoon Julie went to the park.
Then they went to the garden. Yesterday Julie was at school.
Sandra and John travelled to the kitchen. Julie went to the cinema this evening.
After that they moved to the hallway. Where did Julie go after the park? A:cinema
Where is Daniel? A: garden Where was Julie before the park? A:school

Task 15: Basic Deduction Task 16: Basic Induction
Sheep are afraid of wolves. Lily is a swan.
Cats are afraid of dogs. Lily is white.
Mice are afraid of cats. Bernhard is green.
Gertrude is a sheep. Greg is a swan.
What is Gertrude afraid of? A:wolves What color is Greg? A:white

Task 17: Positional Reasoning Task 18: Size Reasoning
The triangle is to the right of the blue square. The football fits in the suitcase.
The red square is on top of the blue square. The suitcase fits in the cupboard.
The red sphere is to the right of the blue square. The box is smaller than the football.
Is the red sphere to the right of the blue square? A:yes Will the box fit in the suitcase? A:yes
Is the red square to the left of the triangle? A:yes Will the cupboard fit in the box? A:no

Task 19: Path Finding Task 20: Agent’s Motivations
The kitchen is north of the hallway. John is hungry.
The bathroom is west of the bedroom. John goes to the kitchen.
The den is east of the hallway. John grabbed the apple there.
The office is south of the bedroom. Daniel is hungry.
How do you go from den to kitchen? A: west, north Where does Daniel go? A:kitchen
How do you go from office to bathroom? A: north, west Why did John go to the kitchen? A:hungry

tests basic induction via inheritance of properties. A full analysis of induction and deduction is
clearly beyond the scope of this work, and future tasks should analyse further, deeper aspects.

Positional and Size Reasoning Task 17 tests spatial reasoning, one of many components of the
classical SHRDLU system (Winograd, 1972) by asking questions about the relative positions of
colored blocks. Task 18 requires reasoning about the relative size of objects and is inspired by the
commonsense reasoning examples in the Winograd schema challenge (Levesque et al., 2011).

Path Finding The goal of task 19 is to find the path between locations: given the description
of various locations, it asks: how do you get from one to another? This is related to the work of
Chen & Mooney (2011) and effectively involves a search problem.

Agent’s Motivations Finally, task 20 questions, in the simplest way possible, why an agent per-
forms an action. It addresses the case of actors being in a given state (hungry, thirsty, tired, . . . ) and
the actions they then take, e.g. it should learn that hungry people might go to the kitchen, and so on.

As already stated, these tasks are meant to foster the development and understanding of machine
learning algorithms. A single model should be evaluated across all the tasks (not tuning per task)
and then the same model should be tested on additional real-world tasks.

In our data release, in addition to providing the above 20 tasks in English, we also provide them
(i) in Hindi; and (ii) with shuffled English words so they are no longer readable by humans. A
good learning algorithm should perform similarly on all three, which would likely not be the case
for a method using external resources, a setting intended to mimic a learner being first presented a
language and having to learn from scratch.
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Table 1: Sample statements and questions from tasks 1 to 10.

Task 1: Single Supporting Fact Task 2: Two Supporting Facts
Mary went to the bathroom. John is in the playground.
John moved to the hallway. John picked up the football.
Mary travelled to the office. Bob went to the kitchen.
Where is Mary? A:office Where is the football? A:playground

Task 3: Three Supporting Facts Task 4: Two Argument Relations
John picked up the apple. The office is north of the bedroom.
John went to the office. The bedroom is north of the bathroom.
John went to the kitchen. The kitchen is west of the garden.
John dropped the apple. What is north of the bedroom? A: office
Where was the apple before the kitchen? A:office What is the bedroom north of? A: bathroom

Task 5: Three Argument Relations Task 6: Yes/No Questions
Mary gave the cake to Fred. John moved to the playground.
Fred gave the cake to Bill. Daniel went to the bathroom.
Jeff was given the milk by Bill. John went back to the hallway.
Who gave the cake to Fred? A: Mary Is John in the playground? A:no
Who did Fred give the cake to? A: Bill Is Daniel in the bathroom? A:yes

Task 7: Counting Task 8: Lists/Sets
Daniel picked up the football. Daniel picks up the football.
Daniel dropped the football. Daniel drops the newspaper.
Daniel got the milk. Daniel picks up the milk.
Daniel took the apple. John took the apple.
How many objects is Daniel holding? A: two What is Daniel holding? milk, football

Task 9: Simple Negation Task 10: Indefinite Knowledge
Sandra travelled to the office. John is either in the classroom or the playground.
Fred is no longer in the office. Sandra is in the garden.
Is Fred in the office? A:no Is John in the classroom? A:maybe
Is Sandra in the office? A:yes Is John in the office? A:no

Simple Negation and Indefinite Knowledge Tasks 9 and 10 test slightly more complex natural
language constructs. Task 9 tests one of the simplest forms of negation, that of supporting facts that
imply a statement is false e.g. “Fred is no longer in the office” rather than “Fred travelled to the
office”. (In this case, task 6 (yes/no questions) is a prerequisite to the task.) Task 10 tests if we
can model statements that describe possibilities rather than certainties, e.g. “John is either in the
classroom or the playground.”, where in that case the answer is “maybe” to the question “Is John
in the classroom?”.

Basic Coreference, Conjunctions and Compound Coreference Task 11 tests the simplest type
of coreference, that of detecting the nearest referent, e.g. “Daniel was in the kitchen. Then he went
to the studio.”. Real-world data typically addresses this as a labeling problem and studies more
sophisticated phenomena (Soon et al., 2001), whereas we evaluate it as in all our other tasks as a
question answering problem. Task 12 (conjunctions) tests referring to multiple subjects in a single
statement, e.g. “Mary and Jeff went to the kitchen.”. Task 13 tests coreference in the case where
the pronoun can refer to multiple actors, e.g. “Daniel and Sandra journeyed to the office. Then they
went to the garden”.

Time Reasoning While our tasks so far have included time implicitly in the order of the state-
ments, task 14 tests understanding the use of time expressions within the statements, e.g. “In the
afternoon Julie went to the park. Yesterday Julie was at school.”, followed by questions about the
order of events such as “Where was Julie before the park?”. Real-world datasets address the task of
evaluating time expressions typically as a labeling, rather than a QA task, see e.g. UzZaman et al.
(2012).

Basic Deduction and Induction Task 15 tests basic deduction via inheritance of properties, e.g.
“Sheep are afraid of wolves. Gertrude is a sheep. What is Gertrude afraid of?”. Task 16 similarly
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Table 1: Sample statements and questions from tasks 1 to 10.

Task 1: Single Supporting Fact Task 2: Two Supporting Facts
Mary went to the bathroom. John is in the playground.
John moved to the hallway. John picked up the football.
Mary travelled to the office. Bob went to the kitchen.
Where is Mary? A:office Where is the football? A:playground

Task 3: Three Supporting Facts Task 4: Two Argument Relations
John picked up the apple. The office is north of the bedroom.
John went to the office. The bedroom is north of the bathroom.
John went to the kitchen. The kitchen is west of the garden.
John dropped the apple. What is north of the bedroom? A: office
Where was the apple before the kitchen? A:office What is the bedroom north of? A: bathroom

Task 5: Three Argument Relations Task 6: Yes/No Questions
Mary gave the cake to Fred. John moved to the playground.
Fred gave the cake to Bill. Daniel went to the bathroom.
Jeff was given the milk by Bill. John went back to the hallway.
Who gave the cake to Fred? A: Mary Is John in the playground? A:no
Who did Fred give the cake to? A: Bill Is Daniel in the bathroom? A:yes

Task 7: Counting Task 8: Lists/Sets
Daniel picked up the football. Daniel picks up the football.
Daniel dropped the football. Daniel drops the newspaper.
Daniel got the milk. Daniel picks up the milk.
Daniel took the apple. John took the apple.
How many objects is Daniel holding? A: two What is Daniel holding? milk, football

Task 9: Simple Negation Task 10: Indefinite Knowledge
Sandra travelled to the office. John is either in the classroom or the playground.
Fred is no longer in the office. Sandra is in the garden.
Is Fred in the office? A:no Is John in the classroom? A:maybe
Is Sandra in the office? A:yes Is John in the office? A:no

Simple Negation and Indefinite Knowledge Tasks 9 and 10 test slightly more complex natural
language constructs. Task 9 tests one of the simplest forms of negation, that of supporting facts that
imply a statement is false e.g. “Fred is no longer in the office” rather than “Fred travelled to the
office”. (In this case, task 6 (yes/no questions) is a prerequisite to the task.) Task 10 tests if we
can model statements that describe possibilities rather than certainties, e.g. “John is either in the
classroom or the playground.”, where in that case the answer is “maybe” to the question “Is John
in the classroom?”.

Basic Coreference, Conjunctions and Compound Coreference Task 11 tests the simplest type
of coreference, that of detecting the nearest referent, e.g. “Daniel was in the kitchen. Then he went
to the studio.”. Real-world data typically addresses this as a labeling problem and studies more
sophisticated phenomena (Soon et al., 2001), whereas we evaluate it as in all our other tasks as a
question answering problem. Task 12 (conjunctions) tests referring to multiple subjects in a single
statement, e.g. “Mary and Jeff went to the kitchen.”. Task 13 tests coreference in the case where
the pronoun can refer to multiple actors, e.g. “Daniel and Sandra journeyed to the office. Then they
went to the garden”.

Time Reasoning While our tasks so far have included time implicitly in the order of the state-
ments, task 14 tests understanding the use of time expressions within the statements, e.g. “In the
afternoon Julie went to the park. Yesterday Julie was at school.”, followed by questions about the
order of events such as “Where was Julie before the park?”. Real-world datasets address the task of
evaluating time expressions typically as a labeling, rather than a QA task, see e.g. UzZaman et al.
(2012).

Basic Deduction and Induction Task 15 tests basic deduction via inheritance of properties, e.g.
“Sheep are afraid of wolves. Gertrude is a sheep. What is Gertrude afraid of?”. Task 16 similarly
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Table 1: Sample statements and questions from tasks 1 to 10.

Task 1: Single Supporting Fact Task 2: Two Supporting Facts
Mary went to the bathroom. John is in the playground.
John moved to the hallway. John picked up the football.
Mary travelled to the office. Bob went to the kitchen.
Where is Mary? A:office Where is the football? A:playground

Task 3: Three Supporting Facts Task 4: Two Argument Relations
John picked up the apple. The office is north of the bedroom.
John went to the office. The bedroom is north of the bathroom.
John went to the kitchen. The kitchen is west of the garden.
John dropped the apple. What is north of the bedroom? A: office
Where was the apple before the kitchen? A:office What is the bedroom north of? A: bathroom

Task 5: Three Argument Relations Task 6: Yes/No Questions
Mary gave the cake to Fred. John moved to the playground.
Fred gave the cake to Bill. Daniel went to the bathroom.
Jeff was given the milk by Bill. John went back to the hallway.
Who gave the cake to Fred? A: Mary Is John in the playground? A:no
Who did Fred give the cake to? A: Bill Is Daniel in the bathroom? A:yes

Task 7: Counting Task 8: Lists/Sets
Daniel picked up the football. Daniel picks up the football.
Daniel dropped the football. Daniel drops the newspaper.
Daniel got the milk. Daniel picks up the milk.
Daniel took the apple. John took the apple.
How many objects is Daniel holding? A: two What is Daniel holding? milk, football

Task 9: Simple Negation Task 10: Indefinite Knowledge
Sandra travelled to the office. John is either in the classroom or the playground.
Fred is no longer in the office. Sandra is in the garden.
Is Fred in the office? A:no Is John in the classroom? A:maybe
Is Sandra in the office? A:yes Is John in the office? A:no

Simple Negation and Indefinite Knowledge Tasks 9 and 10 test slightly more complex natural
language constructs. Task 9 tests one of the simplest forms of negation, that of supporting facts that
imply a statement is false e.g. “Fred is no longer in the office” rather than “Fred travelled to the
office”. (In this case, task 6 (yes/no questions) is a prerequisite to the task.) Task 10 tests if we
can model statements that describe possibilities rather than certainties, e.g. “John is either in the
classroom or the playground.”, where in that case the answer is “maybe” to the question “Is John
in the classroom?”.

Basic Coreference, Conjunctions and Compound Coreference Task 11 tests the simplest type
of coreference, that of detecting the nearest referent, e.g. “Daniel was in the kitchen. Then he went
to the studio.”. Real-world data typically addresses this as a labeling problem and studies more
sophisticated phenomena (Soon et al., 2001), whereas we evaluate it as in all our other tasks as a
question answering problem. Task 12 (conjunctions) tests referring to multiple subjects in a single
statement, e.g. “Mary and Jeff went to the kitchen.”. Task 13 tests coreference in the case where
the pronoun can refer to multiple actors, e.g. “Daniel and Sandra journeyed to the office. Then they
went to the garden”.

Time Reasoning While our tasks so far have included time implicitly in the order of the state-
ments, task 14 tests understanding the use of time expressions within the statements, e.g. “In the
afternoon Julie went to the park. Yesterday Julie was at school.”, followed by questions about the
order of events such as “Where was Julie before the park?”. Real-world datasets address the task of
evaluating time expressions typically as a labeling, rather than a QA task, see e.g. UzZaman et al.
(2012).

Basic Deduction and Induction Task 15 tests basic deduction via inheritance of properties, e.g.
“Sheep are afraid of wolves. Gertrude is a sheep. What is Gertrude afraid of?”. Task 16 similarly
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Table 1: Sample statements and questions from tasks 1 to 10.

Task 1: Single Supporting Fact Task 2: Two Supporting Facts
Mary went to the bathroom. John is in the playground.
John moved to the hallway. John picked up the football.
Mary travelled to the office. Bob went to the kitchen.
Where is Mary? A:office Where is the football? A:playground

Task 3: Three Supporting Facts Task 4: Two Argument Relations
John picked up the apple. The office is north of the bedroom.
John went to the office. The bedroom is north of the bathroom.
John went to the kitchen. The kitchen is west of the garden.
John dropped the apple. What is north of the bedroom? A: office
Where was the apple before the kitchen? A:office What is the bedroom north of? A: bathroom

Task 5: Three Argument Relations Task 6: Yes/No Questions
Mary gave the cake to Fred. John moved to the playground.
Fred gave the cake to Bill. Daniel went to the bathroom.
Jeff was given the milk by Bill. John went back to the hallway.
Who gave the cake to Fred? A: Mary Is John in the playground? A:no
Who did Fred give the cake to? A: Bill Is Daniel in the bathroom? A:yes

Task 7: Counting Task 8: Lists/Sets
Daniel picked up the football. Daniel picks up the football.
Daniel dropped the football. Daniel drops the newspaper.
Daniel got the milk. Daniel picks up the milk.
Daniel took the apple. John took the apple.
How many objects is Daniel holding? A: two What is Daniel holding? milk, football

Task 9: Simple Negation Task 10: Indefinite Knowledge
Sandra travelled to the office. John is either in the classroom or the playground.
Fred is no longer in the office. Sandra is in the garden.
Is Fred in the office? A:no Is John in the classroom? A:maybe
Is Sandra in the office? A:yes Is John in the office? A:no

Simple Negation and Indefinite Knowledge Tasks 9 and 10 test slightly more complex natural
language constructs. Task 9 tests one of the simplest forms of negation, that of supporting facts that
imply a statement is false e.g. “Fred is no longer in the office” rather than “Fred travelled to the
office”. (In this case, task 6 (yes/no questions) is a prerequisite to the task.) Task 10 tests if we
can model statements that describe possibilities rather than certainties, e.g. “John is either in the
classroom or the playground.”, where in that case the answer is “maybe” to the question “Is John
in the classroom?”.

Basic Coreference, Conjunctions and Compound Coreference Task 11 tests the simplest type
of coreference, that of detecting the nearest referent, e.g. “Daniel was in the kitchen. Then he went
to the studio.”. Real-world data typically addresses this as a labeling problem and studies more
sophisticated phenomena (Soon et al., 2001), whereas we evaluate it as in all our other tasks as a
question answering problem. Task 12 (conjunctions) tests referring to multiple subjects in a single
statement, e.g. “Mary and Jeff went to the kitchen.”. Task 13 tests coreference in the case where
the pronoun can refer to multiple actors, e.g. “Daniel and Sandra journeyed to the office. Then they
went to the garden”.

Time Reasoning While our tasks so far have included time implicitly in the order of the state-
ments, task 14 tests understanding the use of time expressions within the statements, e.g. “In the
afternoon Julie went to the park. Yesterday Julie was at school.”, followed by questions about the
order of events such as “Where was Julie before the park?”. Real-world datasets address the task of
evaluating time expressions typically as a labeling, rather than a QA task, see e.g. UzZaman et al.
(2012).

Basic Deduction and Induction Task 15 tests basic deduction via inheritance of properties, e.g.
“Sheep are afraid of wolves. Gertrude is a sheep. What is Gertrude afraid of?”. Task 16 similarly

4



BABI TASKS
16

TOWARDS AI-COMPLETE QUESTION ANSWERING A 
SET OF PREREQUISITE TOY TASKS.  Weston et al. (2015)

Under review as a conference paper at ICLR 2016

Table 1: Sample statements and questions from tasks 1 to 10.

Task 1: Single Supporting Fact Task 2: Two Supporting Facts
Mary went to the bathroom. John is in the playground.
John moved to the hallway. John picked up the football.
Mary travelled to the office. Bob went to the kitchen.
Where is Mary? A:office Where is the football? A:playground

Task 3: Three Supporting Facts Task 4: Two Argument Relations
John picked up the apple. The office is north of the bedroom.
John went to the office. The bedroom is north of the bathroom.
John went to the kitchen. The kitchen is west of the garden.
John dropped the apple. What is north of the bedroom? A: office
Where was the apple before the kitchen? A:office What is the bedroom north of? A: bathroom

Task 5: Three Argument Relations Task 6: Yes/No Questions
Mary gave the cake to Fred. John moved to the playground.
Fred gave the cake to Bill. Daniel went to the bathroom.
Jeff was given the milk by Bill. John went back to the hallway.
Who gave the cake to Fred? A: Mary Is John in the playground? A:no
Who did Fred give the cake to? A: Bill Is Daniel in the bathroom? A:yes

Task 7: Counting Task 8: Lists/Sets
Daniel picked up the football. Daniel picks up the football.
Daniel dropped the football. Daniel drops the newspaper.
Daniel got the milk. Daniel picks up the milk.
Daniel took the apple. John took the apple.
How many objects is Daniel holding? A: two What is Daniel holding? milk, football

Task 9: Simple Negation Task 10: Indefinite Knowledge
Sandra travelled to the office. John is either in the classroom or the playground.
Fred is no longer in the office. Sandra is in the garden.
Is Fred in the office? A:no Is John in the classroom? A:maybe
Is Sandra in the office? A:yes Is John in the office? A:no

Simple Negation and Indefinite Knowledge Tasks 9 and 10 test slightly more complex natural
language constructs. Task 9 tests one of the simplest forms of negation, that of supporting facts that
imply a statement is false e.g. “Fred is no longer in the office” rather than “Fred travelled to the
office”. (In this case, task 6 (yes/no questions) is a prerequisite to the task.) Task 10 tests if we
can model statements that describe possibilities rather than certainties, e.g. “John is either in the
classroom or the playground.”, where in that case the answer is “maybe” to the question “Is John
in the classroom?”.

Basic Coreference, Conjunctions and Compound Coreference Task 11 tests the simplest type
of coreference, that of detecting the nearest referent, e.g. “Daniel was in the kitchen. Then he went
to the studio.”. Real-world data typically addresses this as a labeling problem and studies more
sophisticated phenomena (Soon et al., 2001), whereas we evaluate it as in all our other tasks as a
question answering problem. Task 12 (conjunctions) tests referring to multiple subjects in a single
statement, e.g. “Mary and Jeff went to the kitchen.”. Task 13 tests coreference in the case where
the pronoun can refer to multiple actors, e.g. “Daniel and Sandra journeyed to the office. Then they
went to the garden”.

Time Reasoning While our tasks so far have included time implicitly in the order of the state-
ments, task 14 tests understanding the use of time expressions within the statements, e.g. “In the
afternoon Julie went to the park. Yesterday Julie was at school.”, followed by questions about the
order of events such as “Where was Julie before the park?”. Real-world datasets address the task of
evaluating time expressions typically as a labeling, rather than a QA task, see e.g. UzZaman et al.
(2012).

Basic Deduction and Induction Task 15 tests basic deduction via inheritance of properties, e.g.
“Sheep are afraid of wolves. Gertrude is a sheep. What is Gertrude afraid of?”. Task 16 similarly
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Table 1: Sample statements and questions from tasks 1 to 10.

Task 1: Single Supporting Fact Task 2: Two Supporting Facts
Mary went to the bathroom. John is in the playground.
John moved to the hallway. John picked up the football.
Mary travelled to the office. Bob went to the kitchen.
Where is Mary? A:office Where is the football? A:playground

Task 3: Three Supporting Facts Task 4: Two Argument Relations
John picked up the apple. The office is north of the bedroom.
John went to the office. The bedroom is north of the bathroom.
John went to the kitchen. The kitchen is west of the garden.
John dropped the apple. What is north of the bedroom? A: office
Where was the apple before the kitchen? A:office What is the bedroom north of? A: bathroom

Task 5: Three Argument Relations Task 6: Yes/No Questions
Mary gave the cake to Fred. John moved to the playground.
Fred gave the cake to Bill. Daniel went to the bathroom.
Jeff was given the milk by Bill. John went back to the hallway.
Who gave the cake to Fred? A: Mary Is John in the playground? A:no
Who did Fred give the cake to? A: Bill Is Daniel in the bathroom? A:yes

Task 7: Counting Task 8: Lists/Sets
Daniel picked up the football. Daniel picks up the football.
Daniel dropped the football. Daniel drops the newspaper.
Daniel got the milk. Daniel picks up the milk.
Daniel took the apple. John took the apple.
How many objects is Daniel holding? A: two What is Daniel holding? milk, football

Task 9: Simple Negation Task 10: Indefinite Knowledge
Sandra travelled to the office. John is either in the classroom or the playground.
Fred is no longer in the office. Sandra is in the garden.
Is Fred in the office? A:no Is John in the classroom? A:maybe
Is Sandra in the office? A:yes Is John in the office? A:no

Simple Negation and Indefinite Knowledge Tasks 9 and 10 test slightly more complex natural
language constructs. Task 9 tests one of the simplest forms of negation, that of supporting facts that
imply a statement is false e.g. “Fred is no longer in the office” rather than “Fred travelled to the
office”. (In this case, task 6 (yes/no questions) is a prerequisite to the task.) Task 10 tests if we
can model statements that describe possibilities rather than certainties, e.g. “John is either in the
classroom or the playground.”, where in that case the answer is “maybe” to the question “Is John
in the classroom?”.

Basic Coreference, Conjunctions and Compound Coreference Task 11 tests the simplest type
of coreference, that of detecting the nearest referent, e.g. “Daniel was in the kitchen. Then he went
to the studio.”. Real-world data typically addresses this as a labeling problem and studies more
sophisticated phenomena (Soon et al., 2001), whereas we evaluate it as in all our other tasks as a
question answering problem. Task 12 (conjunctions) tests referring to multiple subjects in a single
statement, e.g. “Mary and Jeff went to the kitchen.”. Task 13 tests coreference in the case where
the pronoun can refer to multiple actors, e.g. “Daniel and Sandra journeyed to the office. Then they
went to the garden”.

Time Reasoning While our tasks so far have included time implicitly in the order of the state-
ments, task 14 tests understanding the use of time expressions within the statements, e.g. “In the
afternoon Julie went to the park. Yesterday Julie was at school.”, followed by questions about the
order of events such as “Where was Julie before the park?”. Real-world datasets address the task of
evaluating time expressions typically as a labeling, rather than a QA task, see e.g. UzZaman et al.
(2012).

Basic Deduction and Induction Task 15 tests basic deduction via inheritance of properties, e.g.
“Sheep are afraid of wolves. Gertrude is a sheep. What is Gertrude afraid of?”. Task 16 similarly
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Table 2: Sample statements and questions from tasks 11 to 20.

Task 11: Basic Coreference Task 12: Conjunction
Daniel was in the kitchen. Mary and Jeff went to the kitchen.
Then he went to the studio. Then Jeff went to the park.
Sandra was in the office. Where is Mary? A: kitchen
Where is Daniel? A:studio Where is Jeff? A: park

Task 13: Compound Coreference Task 14: Time Reasoning
Daniel and Sandra journeyed to the office. In the afternoon Julie went to the park.
Then they went to the garden. Yesterday Julie was at school.
Sandra and John travelled to the kitchen. Julie went to the cinema this evening.
After that they moved to the hallway. Where did Julie go after the park? A:cinema
Where is Daniel? A: garden Where was Julie before the park? A:school

Task 15: Basic Deduction Task 16: Basic Induction
Sheep are afraid of wolves. Lily is a swan.
Cats are afraid of dogs. Lily is white.
Mice are afraid of cats. Bernhard is green.
Gertrude is a sheep. Greg is a swan.
What is Gertrude afraid of? A:wolves What color is Greg? A:white

Task 17: Positional Reasoning Task 18: Size Reasoning
The triangle is to the right of the blue square. The football fits in the suitcase.
The red square is on top of the blue square. The suitcase fits in the cupboard.
The red sphere is to the right of the blue square. The box is smaller than the football.
Is the red sphere to the right of the blue square? A:yes Will the box fit in the suitcase? A:yes
Is the red square to the left of the triangle? A:yes Will the cupboard fit in the box? A:no

Task 19: Path Finding Task 20: Agent’s Motivations
The kitchen is north of the hallway. John is hungry.
The bathroom is west of the bedroom. John goes to the kitchen.
The den is east of the hallway. John grabbed the apple there.
The office is south of the bedroom. Daniel is hungry.
How do you go from den to kitchen? A: west, north Where does Daniel go? A:kitchen
How do you go from office to bathroom? A: north, west Why did John go to the kitchen? A:hungry

tests basic induction via inheritance of properties. A full analysis of induction and deduction is
clearly beyond the scope of this work, and future tasks should analyse further, deeper aspects.

Positional and Size Reasoning Task 17 tests spatial reasoning, one of many components of the
classical SHRDLU system (Winograd, 1972) by asking questions about the relative positions of
colored blocks. Task 18 requires reasoning about the relative size of objects and is inspired by the
commonsense reasoning examples in the Winograd schema challenge (Levesque et al., 2011).

Path Finding The goal of task 19 is to find the path between locations: given the description
of various locations, it asks: how do you get from one to another? This is related to the work of
Chen & Mooney (2011) and effectively involves a search problem.

Agent’s Motivations Finally, task 20 questions, in the simplest way possible, why an agent per-
forms an action. It addresses the case of actors being in a given state (hungry, thirsty, tired, . . . ) and
the actions they then take, e.g. it should learn that hungry people might go to the kitchen, and so on.

As already stated, these tasks are meant to foster the development and understanding of machine
learning algorithms. A single model should be evaluated across all the tasks (not tuning per task)
and then the same model should be tested on additional real-world tasks.

In our data release, in addition to providing the above 20 tasks in English, we also provide them
(i) in Hindi; and (ii) with shuffled English words so they are no longer readable by humans. A
good learning algorithm should perform similarly on all three, which would likely not be the case
for a method using external resources, a setting intended to mimic a learner being first presented a
language and having to learn from scratch.
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Modular Structure
• Significance: One of the first 

application of memory augmented 
networks on an NLP task.

• Each module is a simple linear 
model. 

• Fully supervised:  The model is not 
trained on end to end. 

• Memory representation is not 
learned (i.e. sentences or relations)

• Experiments focused both on 
bAbI (Episodic QA), factoid & 
knowledge based QA tasks.
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I: (input feature map)
- converts incoming input to 

internal feature representation. 
G: (generalization)

- updates old memories given the 
new input. 

O: (output feature map)
- produces a new output (in 

feature representation space), 
given the new input and the 
current memory state. 

R: (response)
- converts the output into the 

response format desired. For 
example, a textual response or 
an action. 

MEMORY NETWORKS
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Memory networks
Weston, Chopra and Bordes, ICLR 2015

Modular Structure
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2.1 Single Layer
We start by describing our model in the single layer case, which implements a single memory hop
operation. We then show it can be stacked to give multiple hops in memory.

Input memory representation: Suppose we are given an input set x1, .., xi to be stored in memory.
The entire set of {xi} are converted into memory vectors {mi} of dimension d computed by
embedding each xi in a continuous space, in the simplest case, using an embedding matrix A (of
size d⇥V ). The query q is also embedded (again, in the simplest case via another embedding matrix
B with the same dimensions as A) to obtain an internal state u. In the embedding space, we compute
the match between u and each memory mi by taking the inner product followed by a softmax:

pi = Softmax(uTmi). (1)

where Softmax(zi) = ezi/
P

j e
zj . Defined in this way p is a probability vector over the inputs.

Output memory representation: Each xi has a corresponding output vector ci (given in the
simplest case by another embedding matrix C). The response vector from the memory o is then a
sum over the transformed inputs ci, weighted by the probability vector from the input:

o =
X

i

pici. (2)

Because the function from input to output is smooth, we can easily compute gradients and back-
propagate through it. Other recently proposed forms of memory or attention take this approach,
notably Bahdanau et al. [2] and Graves et al. [8], see also [9].

Generating the final prediction: In the single layer case, the sum of the output vector o and the
input embedding u is then passed through a final weight matrix W (of size V ⇥ d) and a softmax
to produce the predicted label:

â = Softmax(W (o+ u)) (3)

The overall model is shown in Fig. 1(a). During training, all three embedding matrices A, B and C,
as well as W are jointly learned by minimizing a standard cross-entropy loss between â and the true
label a. Training is performed using stochastic gradient descent (see Section 4.2 for more details).
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Figure 1: (a): A single layer version of our model. (b): A three layer version of our model. In
practice, we can constrain several of the embedding matrices to be the same (see Section 2.2).

2.2 Multiple Layers
We now extend our model to handle K hop operations. The memory layers are stacked in the
following way:

• The input to layers above the first is the sum of the output ok and the input uk from layer k
(different ways to combine ok and uk are proposed later):

uk+1 = uk + ok. (4)

2

Learned with much less supervision than the original MemNet
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4.4 Results
We report a variety of design choices: (i) BoW vs Position Encoding (PE) sentence representation;
(ii) training on all 20 tasks independently vs jointly training (joint training used an embedding
dimension of d = 50, while independent training used d = 20); (iii) two phase training: linear start
(LS) where softmaxes are removed initially vs training with softmaxes from the start; (iv) varying
memory hops from 1 to 3.

The results across all 20 tasks are given in Table 1 for the 1k training set, along with the mean
performance for 10k training set3. They show a number of interesting points:

• The best MemN2N models are reasonably close to the supervised models (e.g. 1k: 6.7% for
MemNN vs 12.6% for MemN2N with position encoding + linear start + random noise, jointly
trained and 10k: 3.2% for MemNN vs 4.2% for MemN2N with position encoding + linear start +
random noise + non-linearity4, although the supervised models are still superior.
• All variants of our proposed model comfortably beat the weakly supervised baseline methods.
• The position encoding (PE) representation improves over bag-of-words (BoW), as demonstrated
by clear improvements on tasks 4, 5, 15 and 18, where word ordering is particularly important.
• The linear start (LS) to training seems to help avoid local minima. See task 16 in Table 1, where
PE alone gets 53.6% error, while using LS reduces it to 1.6%.
• Jittering the time index with random empty memories (RN) as described in Section 4.1 gives a
small but consistent boost in performance, especially for the smaller 1k training set.
• Joint training on all tasks helps.
• Importantly, more computational hops give improved performance. We give examples of
the hops performed (via the values of eq. (1)) over some illustrative examples in Fig. 2 and in
Appendix B.

Baseline MemN2N
Strongly PE 1 hop 2 hops 3 hops PE PE LS

Supervised LSTM MemNN PE LS PE LS PE LS PE LS LS RN LW
Task MemNN [22] [22] WSH BoW PE LS RN joint joint joint joint joint
1: 1 supporting fact 0.0 50.0 0.1 0.6 0.1 0.2 0.0 0.8 0.0 0.1 0.0 0.1
2: 2 supporting facts 0.0 80.0 42.8 17.6 21.6 12.8 8.3 62.0 15.6 14.0 11.4 18.8
3: 3 supporting facts 0.0 80.0 76.4 71.0 64.2 58.8 40.3 76.9 31.6 33.1 21.9 31.7
4: 2 argument relations 0.0 39.0 40.3 32.0 3.8 11.6 2.8 22.8 2.2 5.7 13.4 17.5
5: 3 argument relations 2.0 30.0 16.3 18.3 14.1 15.7 13.1 11.0 13.4 14.8 14.4 12.9
6: yes/no questions 0.0 52.0 51.0 8.7 7.9 8.7 7.6 7.2 2.3 3.3 2.8 2.0
7: counting 15.0 51.0 36.1 23.5 21.6 20.3 17.3 15.9 25.4 17.9 18.3 10.1
8: lists/sets 9.0 55.0 37.8 11.4 12.6 12.7 10.0 13.2 11.7 10.1 9.3 6.1
9: simple negation 0.0 36.0 35.9 21.1 23.3 17.0 13.2 5.1 2.0 3.1 1.9 1.5
10: indefinite knowledge 2.0 56.0 68.7 22.8 17.4 18.6 15.1 10.6 5.0 6.6 6.5 2.6
11: basic coreference 0.0 38.0 30.0 4.1 4.3 0.0 0.9 8.4 1.2 0.9 0.3 3.3
12: conjunction 0.0 26.0 10.1 0.3 0.3 0.1 0.2 0.4 0.0 0.3 0.1 0.0
13: compound coreference 0.0 6.0 19.7 10.5 9.9 0.3 0.4 6.3 0.2 1.4 0.2 0.5
14: time reasoning 1.0 73.0 18.3 1.3 1.8 2.0 1.7 36.9 8.1 8.2 6.9 2.0
15: basic deduction 0.0 79.0 64.8 24.3 0.0 0.0 0.0 46.4 0.5 0.0 0.0 1.8
16: basic induction 0.0 77.0 50.5 52.0 52.1 1.6 1.3 47.4 51.3 3.5 2.7 51.0
17: positional reasoning 35.0 49.0 50.9 45.4 50.1 49.0 51.0 44.4 41.2 44.5 40.4 42.6
18: size reasoning 5.0 48.0 51.3 48.1 13.6 10.1 11.1 9.6 10.3 9.2 9.4 9.2
19: path finding 64.0 92.0 100.0 89.7 87.4 85.6 82.8 90.7 89.9 90.2 88.0 90.6
20: agent’s motivation 0.0 9.0 3.6 0.1 0.0 0.0 0.0 0.0 0.1 0.0 0.0 0.2
Mean error (%) 6.7 51.3 40.2 25.1 20.3 16.3 13.9 25.8 15.6 13.3 12.4 15.2
Failed tasks (err. > 5%) 4 20 18 15 13 12 11 17 11 11 11 10
On 10k training data
Mean error (%) 3.2 36.4 39.2 15.4 9.4 7.2 6.6 24.5 10.9 7.9 7.5 11.0
Failed tasks (err. > 5%) 2 16 17 9 6 4 4 16 7 6 6 6

Table 1: Test error rates (%) on the 20 QA tasks for models using 1k training examples (mean
test errors for 10k training examples are shown at the bottom). Key: BoW = bag-of-words
representation; PE = position encoding representation; LS = linear start training; RN = random
injection of time index noise; LW = RNN-style layer-wise weight tying (if not stated, adjacent
weight tying is used); joint = joint training on all tasks (as opposed to per-task training).

5 Language Modeling Experiments
The goal in language modeling is to predict the next word in a text sequence given the previous
words x. We now explain how our model can easily be applied to this task.

3More detailed results for the 10k training set can be found in Appendix A.
4Following [17] we found adding more non-linearity solves tasks 17 and 19, see Appendix A.
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• Introduces key-value memory as a generalization of MemN2N
• Key-value memory allows for better query inference and scalability.
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Networks for Directly Reading Documents.

Figure 1: The Key-Value Memory Network model for question answering. See Section 3 for details.

ulated stories (Weston et al., 2016) and for utilizing
KBs to answer questions (Bordes et al., 2015).

Key-value paired memories are a generalization
of the way context (e.g. knowledge bases or docu-
ments to be read) are stored in memory. The lookup
(addressing) stage is based on the key memory while
the reading stage (giving the returned result) uses the
value memory. This gives both (i) greater flexibility
for the practitioner to encode prior knowledge about
their task; and (ii) more effective power in the model
via nontrivial transforms between key and value. The
key should be designed with features to help match
it to the question, while the value should be designed
with features to help match it to the response (an-
swer). An important property of the model is that
the entire model can be trained with key-value trans-
forms while still using standard backpropagation via
stochastic gradient descent.

3.1 Model Description

Our model is based on the end-to-end Memory Net-
work architecture of Sukhbaatar et al. (2015). A
high-level view of both models is as follows: one
defines a memory, which is a possibly very large ar-
ray of slots which can encode both long-term and
short-term context. At test time one is given a query
(e.g. the question in QA tasks), which is used to it-
eratively address and read from the memory (these
iterations are also referred to as “hops”) looking for
relevant information to answer the question. At each
step, the collected information from the memory is
cumulatively added to the original query to build con-
text for the next round. At the last iteration, the final

retrieved context and the most recent query are com-
bined as features to predict a response from a list of
candidates.

Figure 1 illustrates the KV-MemNN model archi-
tecture.

In KV-MemNNs we define the memory slots as
pairs of vectors (k1, v1) . . . , (kM , vM ) and denote
the question x. The addressing and reading of the
memory involves three steps:

• Key Hashing: the question can be used to pre-
select a small subset of the possibly large array.
This is done using an inverted index that finds a
subset (kh1 , vh1), . . . , (khN , vhN ) of memories
of size N where the key shares at least one word
with the question with frequency < F = 1000
(to ignore stop words), following Dodge et al.
(2016). More sophisticated retrieval schemes
could be used here, see e.g. Manning et al.
(2008),

• Key Addressing: during addressing, each can-
didate memory is assigned a relevance probabil-
ity by comparing the question to each key:

phi = Softmax(A�X(x) ·A�K(khi))

where �· are feature maps of dimension D, A is
a d⇥D matrix and Softmax(zi) = ezi/

P
j e

zj .
We discuss choices of feature map in Sec. 3.2.

• Value Reading: in the final reading step, the
values of the memories are read by taking their
weighted sum using the addressing probabilities,



• Read vector obtained from hidden layer of special gated RNN 
• Multiple hops process represented by a GRU
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Figure 3. Real example of an input list of sentences and the attention gates that are triggered by a specific question from the bAbI tasks
(Weston et al., 2015a). Gate values git are shown above the corresponding vectors. The gates change with each search over inputs. We
do not draw connections for gates that are close to zero. Note that the second iteration has wrongly placed some weight in sentence 2,
which makes some intuitive sense, as sentence 2 is another place John had been.

of TQ words, hidden states for the question encoder at time
t is given by qt = GRU(L[w

Q
t ], qt�1

), L represents the
word embedding matrix as in the previous section and w

Q
t

represents the word index of the tth word in the question.
We share the word embedding matrix across the input mod-
ule and the question module. Unlike the input module, the
question module produces as output the final hidden state
of the recurrent network encoder: q = qTQ

.

2.3. Episodic Memory Module

The episodic memory module iterates over representations
outputted by the input module, while updating its internal
episodic memory. In its general form, the episodic memory
module is comprised of an attention mechanism as well as
a recurrent network with which it updates its memory. Dur-
ing each iteration, the attention mechanism attends over the
fact representations c while taking into consideration the
question representation q and the previous memory m

i�1

to produce an episode e

i.

The episode is then used, alongside the previous mem-
ories m

i�1, to update the episodic memory m

i
=

GRU(e

i
,m

i�1

). The initial state of this GRU is initialized
to the question vector itself: m

0

= q. For some tasks, it
is beneficial for episodic memory module to take multiple
passes over the input. After TM passes, the final memory
m

TM is given to the answer module.

Need for Multiple Episodes: The iterative nature of this
module allows it to attend to different inputs during each
pass. It also allows for a type of transitive inference, since
the first pass may uncover the need to retrieve additional
facts. For instance, in the example in Fig. 3, we are asked
Where is the football? In the first iteration, the model ought
attend to sentence 7 (John put down the football.), as the
question asks about the football. Only once the model sees
that John is relevant can it reason that the second iteration
should retrieve where John was. Similarly, a second pass
may help for sentiment analysis as we show in the experi-
ments section below.

Attention Mechanism: In our work, we use a gating func-
tion as our attention mechanism. For each pass i, the
mechanism takes as input a candidate fact ct, a previ-
ous memory m

i�1, and the question q to compute a gate:
g

i
t = G(ct,m

i�1

, q).

The scoring function G takes as input the feature set
z(c,m, q) and produces a scalar score. We first define a
large feature vector that captures a variety of similarities
between input, memory and question vectors: z(c,m, q) =
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where � is the element-wise product. The function
G is a simple two-layer feed forward neural network

• Figure: Note 
that the second 
iteration has 
wrongly placed 
some weight in 
sentence 2, 
which makes 
some intuitive 
sense, as 
sentence 2 is 
another place 
John had been.

• Figure: 
Connections for 
gates that are 
close to zero 
are not shown.



• Results of DMN on bAbi 
• DMN was also evaluated on other NLP tasks:
‣ sentiment analysis
‣ part-of-speech tagging
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Figure 3. Real example of an input list of sentences and the attention gates that are triggered by a specific question from the bAbI tasks
(Weston et al., 2015a). Gate values git are shown above the corresponding vectors. The gates change with each search over inputs. We
do not draw connections for gates that are close to zero. Note that the second iteration has wrongly placed some weight in sentence 2,
which makes some intuitive sense, as sentence 2 is another place John had been.

of TQ words, hidden states for the question encoder at time
t is given by qt = GRU(L[w

Q
t ], qt�1

), L represents the
word embedding matrix as in the previous section and w

Q
t

represents the word index of the tth word in the question.
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.

2.3. Episodic Memory Module
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should retrieve where John was. Similarly, a second pass
may help for sentiment analysis as we show in the experi-
ments section below.

Attention Mechanism: In our work, we use a gating func-
tion as our attention mechanism. For each pass i, the
mechanism takes as input a candidate fact ct, a previ-
ous memory m

i�1, and the question q to compute a gate:
g

i
t = G(ct,m

i�1

, q).

The scoring function G takes as input the feature set
z(c,m, q) and produces a scalar score. We first define a
large feature vector that captures a variety of similarities
between input, memory and question vectors: z(c,m, q) =
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c,m, q, c � q, c �m, |c� q|, |c�m|, cTW (b)
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where � is the element-wise product. The function
G is a simple two-layer feed forward neural network
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Task MemNN DMN

1: Single Supporting Fact 100 100
2: Two Supporting Facts 100 98.2
3: Three Supporting Facts 100 95.2
4: Two Argument Relations 100 100
5: Three Argument Relations 98 99.3
6: Yes/No Questions 100 100
7: Counting 85 96.9
8: Lists/Sets 91 96.5
9: Simple Negation 100 100
10: Indefinite Knowledge 98 97.5
11: Basic Coreference 100 99.9
12: Conjunction 100 100
13: Compound Coreference 100 99.8
14: Time Reasoning 99 100
15: Basic Deduction 100 100
16: Basic Induction 100 99.4
17: Positional Reasoning 65 59.6
18: Size Reasoning 95 95.3
19: Path Finding 36 34.5
20: Agent’s Motivations 100 100

Mean Accuracy (%) 93.3 93.6

Table 1. Test accuracies on the bAbI dataset. MemNN numbers
taken from Weston et al. (Weston et al., 2015a). The DMN passes
(accuracy > 95%) 18 tasks, whereas the MemNN passes 16.

4.1. Question Answering

The Facebook bAbI dataset is a synthetic dataset for test-
ing a model’s ability to retrieve facts and reason over them.
Each task tests a different skill that a question answering
model ought to have, such as coreference resolution, de-
duction, and induction. Showing an ability exists here is
not sufficient to conclude a model would also exhibit it on
real world text data. It is, however, a necessary condition.

Training on the bAbI dataset uses the following objective
function: J = ↵ECE(Gates) + �ECE(Answers), where
ECE is the standard cross-entropy cost and ↵ and � are hy-
perparameters. In practice, we begin training with ↵ set to
1 and � set to 0, and then later switch � to 1 while keep-
ing ↵ at 1. As described in Section 2.1, the input module
outputs fact representations by taking the encoder hidden
states at time steps corresponding to the end-of-sentence to-
kens. The gate supervision aims to select one sentence per
pass; thus, we also experimented with modifying Eq. 8 to
a simple softmax instead of a GRU. Here, we compute the
final episode vector via: ei =

PT
t=1

softmax(g

i
t)ct, where

softmax(g

i
t) =

exp(gi
t)PT

j=1 exp(gi
j)

, and g

i
t here is the value of

the gate before the sigmoid. This setting achieves better re-
sults, likely because the softmax encourages sparsity and is
better suited to picking one sentence at a time.

Task Binary Fine-grained

MV-RNN 82.9 44.4
RNTN 85.4 45.7
DCNN 86.8 48.5
PVec 87.8 48.7
CNN-MC 88.1 47.4
DRNN 86.6 49.8
CT-LSTM 88.0 51.0

DMN 88.6 52.1

Table 2. Test accuracies for sentiment analysis on the Stanford
Sentiment Treebank. MV-RNN and RNTN: Socher et al. (2013).
DCNN: Kalchbrenner et al. (2014). PVec: Le & Mikolov. (2014).
CNN-MC: Kim (2014). DRNN: Irsoy & Cardie (2015), 2014.
CT-LSTM: Tai et al. (2015)

We list results in Table 1. The DMN does worse than
the Memory Network, which we refer to from here on as
MemNN, on tasks 2 and 3, both tasks with long input se-
quences. We suspect that this is due to the recurrent input
sequence model having trouble modeling very long inputs.
The MemNN does not suffer from this problem as it views
each sentence separately. The power of the episodic mem-
ory module is evident in tasks 7 and 8, where the DMN
significantly outperforms the MemNN. Both tasks require
the model to iteratively retrieve facts and store them in a
representation that slowly incorporates more of the rele-
vant information of the input sequence. Both models do
poorly on tasks 17 and 19, though the MemNN does better.
We suspect this is due to the MemNN using n-gram vectors
and sequence position features.

4.2. Text Classification: Sentiment Analysis

The Stanford Sentiment Treebank (SST) (Socher et al.,
2013) is a popular dataset for sentiment classification. It
provides phrase-level fine-grained labels, and comes with a
train/development/test split. We present results on two for-
mats: fine-grained root prediction, where all full sentences
(root nodes) of the test set are to be classified as either very
negative, negative, neutral, positive, or very positive, and
binary root prediction, where all non-neutral full sentences
of the test set are to be classified as either positive or neg-
ative. To train the model, we use all full sentences as well
as subsample 50% of phrase-level labels every epoch. Dur-
ing evaluation, the model is only evaluated on the full sen-
tences (root setup). In binary classification, neutral phrases
are removed from the dataset. The DMN achieves state-of-
the-art accuracy on the binary classification task, as well as
on the fine-grained classification task.

In all experiments, the DMN was trained with GRU se-
quence models. It is easy to replace the GRU sequence
model with any of the models listed above, as well as in-
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Figure 1: Neural Turing Machine Architecture. During each update cycle, the controller
network receives inputs from an external environment and emits outputs in response. It also
reads to and writes from a memory matrix via a set of parallel read and write heads. The dashed
line indicates the division between the NTM circuit and the outside world.

2013) (Bahdanau et al., 2014) and program search (Hochreiter et al., 2001b) (Das et al.,
1992), constructed with recurrent neural networks.

3 Neural Turing Machines

A Neural Turing Machine (NTM) architecture contains two basic components: a neural
network controller and a memory bank. Figure 1 presents a high-level diagram of the NTM
architecture. Like most neural networks, the controller interacts with the external world via
input and output vectors. Unlike a standard network, it also interacts with a memory matrix
using selective read and write operations. By analogy to the Turing machine we refer to the
network outputs that parametrise these operations as “heads.”

Crucially, every component of the architecture is differentiable, making it straightfor-
ward to train with gradient descent. We achieved this by defining ‘blurry’ read and write
operations that interact to a greater or lesser degree with all the elements in memory (rather
than addressing a single element, as in a normal Turing machine or digital computer). The
degree of blurriness is determined by an attentional “focus” mechanism that constrains each
read and write operation to interact with a small portion of the memory, while ignoring the
rest. Because interaction with the memory is highly sparse, the NTM is biased towards
storing data without interference. The memory location brought into attentional focus is
determined by specialised outputs emitted by the heads. These outputs define a normalised
weighting over the rows in the memory matrix (referred to as memory “locations”). Each
weighting, one per read or write head, defines the degree to which the head reads or writes

5



NEURAL TURING MACHINES
26

Neural Turing Machines
Graves, Wayne, Danihelka, arXiv 2014

3/10/2018 Attention and Augmented Recurrent Neural Networks

https://distill.pub/2016/augmented-rnns/ 3/19

But how does reading and writing work? The challenge is that we want to make them
differentiable. In particular, we want to make them differentiable with respect to the
location we read from or write to, so that we can learn where to read and write. This is
tricky because memory addresses seem to be fundamentally discrete. NTMs take a
very clever solution to this: every step, they read and write everywhere, just to
different extents.

As an example, let’s focus on reading. Instead of specifying a single location, the RNN
outputs an “attention distribution” that describes how we spread out the amount we
care about different memory positions. As such, the result of the read operation is a
weighted sum.

Memory is an array of vectors.

Network A 
writes and reads 
from this memory 
each step.

x0 y0 x1 y1 x2 y2 x3 y3

Image Credit: Olah & Carter (2016) Attention and Augmented Recurrent Neural Networks, Distill
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But how does reading and writing work? The challenge is that we want to make them
differentiable. In particular, we want to make them differentiable with respect to the
location we read from or write to, so that we can learn where to read and write. This is
tricky because memory addresses seem to be fundamentally discrete. NTMs take a
very clever solution to this: every step, they read and write everywhere, just to
different extents.

As an example, let’s focus on reading. Instead of specifying a single location, the RNN
outputs an “attention distribution” that describes how we spread out the amount we
care about different memory positions. As such, the result of the read operation is a
weighted sum.

attention

memory

The RNN gives an attention distribution 
which describe how we spread out the 
amount we care about different memory 
positions.

The read result is a weighted sum.

Reading: NTMs use RNN controlled soft-attention mechanism to read from memory
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Writing: NTMs use RNN controlled soft-attention mechanism to write to memory.
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Similarly, we write everywhere at once to different extents. Again, an attention
distribution describes how much we write at every location. We do this by having the
new value of a position in memory be a convex combination of the old memory
content and the write value, with the position between the two decided by the
attention weight.

But how do NTMs decide which positions in memory to focus their attention on? They
actually use a combination of two different methods: content-based attention and
location-based attention. Content-based attention allows NTMs to search through
their memory and focus on places that match what they’re looking for, while location-
based attention allows relative movement in memory, enabling the NTM to loop.

attention

old memory

new memory

write value

The RNN gives an attention distribution, 
describing how much we should change 
each memory position towards the write 
value.

Instead of writing to one location, we write 
everywhere, just to different extents.

Neural Turing Machines
Graves, Wayne, Danihelka, arXiv 2014
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This capability to read and write allows NTMs to perform many simple algorithms,
previously beyond neural networks. For example, they can learn to store a long
sequence in memory, and then loop over it, repeating it back repeatedly. As they do
this, we can watch where they read and write, to better understand what they’re
doing:

First, the controller gives a query 
vector and each memory entry is 
scored for similarity with the 
query.

The scores are then converted 
into a distribution using softmax.

Next, we interpolate the 
attention from the previous 
time step.

We convolve the attention with 
a shift filter—this allows the 
controller to move its focus.

Finally, we sharpen the 
attention distribution. This 
final attention distribution is 
fed to the read or write 
operation.

memory

Blue shows high similarity, 
pink high dissimilarity.

interpolation amount

shift filter

RNN controllerattention mechanism

query vector

attention from previous step

new attention distribution

Attention: Combination of 
content-based and location-
based addressing.

Image Credit: Olah & Carter (2016) in Distill  
Attention and Augmented Recurrent Neural Networks

Gulcehre & Chandar

Location-based Addressing

53

● First interpolate between the previous weight and the current 

content based weight.

● Generate shift weighting      which is a softmax distribution 

over -1,0,1 and use circular convolution to rotate       by     

● Convolution can cause leakage of weights over time. Sharpen 

the final weighting using a scalar 



Topics: neural turing machines
• In neural turing machines
‣ distinguishes between content-based and location-based addressing

‣ introduces a mechanism to erase and write to the memory

• For more details, see the paper or this talk:
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https://www.youtube.com/watch?v=_H0i0IhEO2g

https://www.youtube.com/watch?v=_H0i0IhEO2g

